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Abstract—In many tracking applications map information is
available, giving useful prior information about the movement of
targets. In this paper we show how map information can be used
to assist in tracking of an unknown and time varying number
of targets, without constraining targets to always travel along
roads. A continuous time on-/off-road switching motion model
is developed, and a fully Bayesian sequential MCMC inference
scheme, based on the MCMC-Particles algorithm, is given. This is
demonstrated by tracking a variable number of realistic ground
targets, fusing simulated data from multiple airborne camera
sensors on two sensor platforms. MCMC-Particles is found to
out-perform a Resample-Move particle filter for this problem.

I. INTRODUCTION

Many tracking applications involve tracking vehicles, and
many vehicles travel along roads. If road maps are available,
they are an obvious source of information that should be in-
corporated in tracking. Some targets such as off-road vehicles
and people are, however, capable of moving both on- and off-
road, and so it is desirable to construct tracking algorithms that
take advantage of road information when relevant, but which
can gracefully transition to unconstrained tracking algorithms
as targets move off-road. This paper shows how an unknown
and variable number of targets can be tracked simultaneously,
in a fully Bayesian continuous-time framework, incorporating
road-map information when relevant. An effective method for
proposing target birth positions is introduced in Section IV-B.

As noted by [1], adding road constraints to motion can
introduce complicated nonlinear dynamics in Cartesian space.
Road intersections further complicate the dynamics by intro-
ducing multimodalities in predicted target states, as targets can
take multiple paths through the road network. This necessitates
nonlinear tracking methods even in cases of linear Gaussian
on-road dynamics and observations. For single targets able to
move on- or off-road, the tracking problem can be treated as
one in which the target can follow multiple motion models,
with at least one road constrained and one more general,
e.g. [1; 2; 3]. These recent approaches have used particle
filters for track inference, with two alternative formulations.
Multiple model (MM) particle filters, used in e.g. [1], include
the mode of motion in the target’s hidden. Interacting multiple
model (IMM) particle filters [4] maintain separate particle
populations for each model and evaluate the relative likelihood
of each. These variants are compared for on- and off-road
tracking in [3], with IMM particle filters performing better.

Simultaneous tracking of unknown and time varying num-
bers of targets has been addressed in many ways. Many
methods attempt to separate the tracks of each object, allowing
them to be tracked independently using single target tracking
algorithms. This introduces the problem of estimating data
association of the observations to each of the objects, as in
Multiple Hypothesis Tracking (MHT) methods [5] or particle
filter methods such as [6]. Here, as in [7; 8; 9], the state of all
objects is estimated jointly from within a joint state space
spanning all target state spaces. This has the disadvantage
that the dimensionality of the estimated state increases with
the number of targets being tracked, causing difficulties for
sampling methods due to the difficulty of sampling in high-
dimensional spaces. However, this problem can be overcome
through the use of sequential MCMC methods, such as the
MCMC-Particles scheme used here [7; 8], in which a blocking
scheme can be used to sample the joint state via conditional
sampling of the state of each individual target. Such joint
state estimation is well suited to interacting targets, and the
framework here can naturally be extended to deal with these
by updating the motion model [7]. Direct estimation of data
association is avoided through the use of a Poisson model for
clutter and target detections [10], which models both processes
as emissions from a Poisson process; see Section III.

For multiple targets being tracked simultaneously in a
joint state space, IMM filters cannot easily be applied, since
the number of hypotheses (on- or off-road for each target)
grows exponentially with target number, requiring heuristic
hypothesis pruning strategies such as those used in MHT to
manage the complexity.

The paper is structured as follows. Section II introduces the
models used to approximate target motion and sensor output,
including motion models for on- and off-road target motion,
and outlines the Poisson sensor model. Section V outlines the
MCMC-Particles scheme to allow tracking with these models.
Section VI shows the results of applying both algorithms
to multi-target tracking problems. Finally, Section VII draws
conclusions and offers suggestions for future work.

II. TARGET MODEL

In order to allow irregularly spaced observations to be
handled in a straightforward way, continuous-time motion
models are introduced for road and general motion. These give
predicted target state distributions at future observation times.



A. Road-Constrained Motion

To simplify the development of road-constrained motion
models, [1] suggests formulating the road-constrained motion
model in a road-based coordinate system. This approach has
subsequently been followed by other authors such as [11; 3],
and we do so here.

The road network can be represented as a graph (V,E)
consisting of a set of edges E representing (approximately)
straight road segments, and vertices V representing junctions
between these segments (with ≥ 1 associated edge). Along
with a list of connected edges, each vertex has an associated
Cartesian position, allowing the road network to be mapped in
Cartesian space. Edges (roads) can be labelled with additional
relevant properties such as speed limits or surface quality.

A simple approach is to assume all roads equal and apply
a standard motion model such as the near-constant velocity
model in one dimension for each target in order to obtain a
predictive distribution over distance travelled from the current
position and target velocity. The dynamics of the position x
and velocity ẋ are governed by

dxt = ẋtdt

dẋt = σdWt (1)

where dWt is the infinitesimal change of a standard Brownian
motion. This system can be integrated to give an expression
for the distribution of the state at time t + h as
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ẋt+h

]

;

[
xt + hẋt

ẋt
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Using an initial distance travelled of 0 (i.e. xt = 0) and initial
velocity given by the current road speed of the target, this gives
a joint distribution for the time t+h velocity and displacement
from the current location in the direction of current (time t)
travel (with negative values, indicating a reversal of direction).
If the road branches several points in the road network may be
the same (signed) distance from the current position. A simple
approach in this case is to assume that, at each junction, each
successor road is equally likely to be chosen, leading to an
(equally weighted) mixture model of the road position after
some time h. A prior on the likely road chosen at each junction
can be incorporated (for example favouring major roads, or the
current road), leading to a weighted mixture model.

B. Unconstrained Motion

Many models of unconstrained target motion (see, for
example [12]) have been proposed. Here, for simplicity, a two-
dimensional near-constant velocity model is used, similar to
that in equation (1), but with both the position and velocity
extended to two independent dimensions. Replacing this model
with one or more specialized models, for example modelling
the sort of manoeuvres expected from vehicles or humans, is
straightforward.

C. Transition Models

The motion model currently followed by target i is encoded
in an additional variable mi,t ∈ M in the target’s state space,
where M is the set of all models. Let X

(mi,t)
i,t represent the

state of a target i at time t, expressed in terms of model
mi,t. In order to allow transitions between models it is ne-
cessary to define transition probabilities p(X(mt+h)

i,t+h ,mi,t+h |

X
(mi,t)
i,t ,mi,t) for all mi,t,mi,t+h ∈ M. In the simple

case with only a single model for each mode of travel, let
M = {r, g}, with r and g representing road and general
(unconstrained) motion models, respectively.

Ideally, switching between road and unconstrained models
should be possible at any point in time, with switching more
likely during longer intervals. Accounting for this without
introducing further variables leads to intractable transition
densities, however, so the following approximations are made.

1) If mi,t+h = mi,t, it is assumed that no model transitions
have occurred for target i from t to t + h and thus the
transition densities are given by the motion models in
Sections II-A and II-B.

2) If mi,t+h = g and mi,t = r (road → general transition),
it is assumed that target i left the road at t and moved
according to the general model from t to t + h.

3) If mi,t+h = r and mi,t = g (general → road transition),
it is assumed that target i moved from t to t+h according
to the general model, joining the road at t + h.

These assumptions allow a sensible and tractable, albeit
approximate, transition density to be defined when switching
from road to general motion and vice versa.

If mi,t = r (road travel at time t), then, due to assumption 2,
the time t+h mode is selected at time t, and so the following
decomposition of the transition density can be used

p(X(mi,t+h)
i,t+h ,mi,t+h | X

(mi,t)
i,t ,mi,t) =

p(X(mi,t+h)
i,t+h | mi,t+h, X

(mi,t)
i,t )p(mi,t+h | X

(mi,t)
t ,mi,t).(3)

To approximate increased mode uncertainty as the inter-
val h increases, the mode transition density p(mi,t+h |
X

(mi,t)
i,t ,mi,t) is modelled as a continuous time Markov chain

taking discrete values, ranging over models. This models the
time spent in model m ∈ M before jumping to another model
as an exponential random variable with parameter λm, and the
probability of making a jump from model m to model n as
pmn. The generator matrix of this Markov chain is given by
the matrix Q with

Qmn =

{
λmpmn m 6= n

−
∑

k 6=m λmpmk m = n,

where the transition intensity from m to n is given by
γmn = λmpmn. and the transition matrix over a time period
h is given by A(h) = exp(hQ), using the matrix exponential.
The transition probability for the model variable is given by

p(mi,t+h = n | mi,t = m) = A(h)
mn. (4)



The target state distribution p(X(mi,t+h)
i,t+h | mi,t+h, X

(mi,t)
i,t )

appearing in equation (3) when mi,t = r, is given by

p(X(mi,t+h)
i,t+h | mi,t+h, X

(r)
i,t ,mi,t = r)

=

{
pr(X

(r)
i,t+h | X

(r)
i,t ) mi,t+h = r

pg(X
(g)
i,t+h | G(X(r)

i,t )) mi,t+h = g
(5)

where pr denotes the density derived from the road→road
motion model described in Section II-A, pg denotes the density
derived from the general→general motion model in Section
II-B and G(∙) denotes a function mapping road or general
coordinates to general coordinates (which, in the latter case is
the identity function, and in the road→general case is trivial
given the road map). The second case in equation (5) above
reflects assumption 2.

When mi,t = g (general motion at time t), assumption
3 dictates that the general motion model should be used to
provide a time t + h state density whether or not a transition
takes place. In this case, the following decomposition of the
transition density is appropriate

p(X(mi,t+h)
i,t+h ,mi,t+h | X

(g)
i,t ) =

p(mi,t+h | X
(mi,t+h)
i,t+h , X

(g)
i,t )p(X(mi,t+h)

i,t+h | X
(g)
i,t ). (6)

Using assumption 3, the distribution of the target state at time
t+h is given by the general→general motion model in Section
II-B as

p(X(mi,t+h)
i,t+h | X

(g)
i,t ) = pg(G(X(mi,t+h)

i,t+h ) | X
(g)
i,t ). (7)

Since the target state at time t + h is always converted into
general coordinates, its model mi,t+h is not necessary in
calculating this density.

The conditional probability distribution over models is

p(mi,t+h = r | X
(mi,t+h)
i,t+h ) =

{
k G(X(mi,t+h)

i,t+h ) ∈ R

0 G(X(mi,t+h)
i,t+h ) /∈ R

p(mi,t+h = g | X
(mi,t+h)
i,t+h ) =

{
1 − k G(X(mi,t+h)

i,t+h ) ∈ R

1 G(X(mi,t+h)
i,t+h ) /∈ R

where R is the set of points in general coordinates that are
on roads. The second case in each of the above expressions
reflects the fact that if the position G(X(mt+h)

t+h ) is not located
on a road, a target there cannot exhibit road-constrained mo-
tion. If G(X(mt+h)

t+h ) is located on a road, there is a probability
k ∈ [0, 1] that the target will transition to road motion. The
value of k should be near 1, since if a target is on a road it is
likely to travel along it, but need not be 1. If sampled directly,
this transition density will not (with probability 1) give any
samples that lie on roads, since roads are represented as lines
and the area of the set R is 0. This can be addressed through
a proposal that generates points located on roads, such as

q(X(mi,t+h)
i,t+h ,mi,t+h | X(g))

=

{
qgrqr(X

(r)
i,t+h | X

(g)
i,t ) mi,t+h = r

qggqg(X
(g)
i,t+h | X

(g)
i,t ) mi,t+h = g

(8)

where qgg and qgr are the probabilities of proposing mi,t+h =
g and mi,t+h = r, respectively, qr(X

(r)
i,t+h | X

(g)
i,t ) is a

proposal density on the road network and qg(X
(r)
t+h | X

(g)
i,t )

is a general proposal density.
If the motion dynamics differ substantially between general

and road-based motion, for example if modelling vehicles that
can move much more swiftly on-road than off-road, it might
be necessary to define a transitional general motion model
between road and general motion, with greater variance than
the standard motion model. This ‘ramp’ model can then be
used in place of the general→general model when making
mode transitions on or off roads, and can be thought of as
describing motion during the final approach towards, or initial
departure from a road.

III. CLUTTER AND SENSOR MODEL

Without clutter or missed observations, a sensor can be
modelled as a function of a target state Xi,t and some noise
term given by

Zi,t = h(Xi,t, ε) (9)

where ε is a (possibly multi-dimensional) noise variable
distributed according to some known noise distribution and
h : T × N → O is a map from target and noise spaces T
and N to observation space of the sensor O. This defines an
observation density p(Zi,t | Xi,t) giving the density of an
observation Zi,t ∈ O given a true target position Xi,t ∈ T .

In order to deal with clutter (false readings), missed readings
and readings from multiple objects, we use the Poisson clutter
model of [10], in which observations from each target (and
clutter) are modelled as spatially inhomogeneous (over O)
Poisson processes with each target i having an intensity at
point z ∈ O of λi,t(z | Xi,t), dependent on the state of target
i at time t. The expected number of observations from a target
is given by

μi,t =
∫

O
λi,t(z | Xi,t)dz.

Because the generation of observations from each target is
modelled as a a random process, each target can generate zero,
one or multiple observations in any observation frame. The
value μi,t can be treated as a parameter and used to select
an appropriate expected number of observations generated by
the target and can depend on properties of the target such as
surface area or reflectivity.

In order to reflect observation densities specified by models
such as that in equation (9), the intensity of Poisson process
for each target is set to be proportional to the required density
function at each point in space, so that for target i

λi,t(z | Xi,t) = μi,tp(z | Xi,t), (10)

with the normalizing factor μi,t coming from the fact that the
density must integrate to 1 over O. The probability of a missed
detection of target i at time t in this model is that of a Poisson
process with mean μi,t generating zero observations.



Since the sum of Poisson variables is itself Poisson with
an intensity that is the sum of the constituent intensities, the
process due to all targets has intensity given by

λt(z | X1:Nt,t) =
NT∑

i=1

λi,t(z | Xi,t), (11)

where Nt is the number of targets. Therefore, the expected
number of observations from all targets μt =

∑Nt

i=1 μi,t.
Thus, for a collection of n observations Z1:n,t within O,

p(Z1:n,t, n | X1:Nt,t) =
e−μ

n!

n∏

j=1

Nt,t∑

i=1

μi,tp(Zj,t | Xi,t),

which can be seen from equations (10) and (11) and by noting
that p(n | X1:NT

) = e−μt μn
t/n!, since the observations have a

Poisson distribution with expectation μt over O.
Clutter can be modelled by introducing a “false target”

corresponding to a clutter generating process, which can itself
be spatially inhomogeneous if required. A particularly simple
clutter model is that of uniform random clutter over O, in
which the observation density of clutter pc(z) = 1/|O|. This
allows the observation density to be written as

p(Z1:n, n | X1:NT
) =

e−μt

n!

n∏

j=1

[

ρc +
NT∑

i=1

μip(Zj,t | Xi,t)

]

,

where ρc = μc/|O|, where μc gives the expected number of
clutter observations over the whole observation space.

In a multi-target setting this observation model does not
require data association to be estimated in order to evaluate
the observation density p(Z1:n, n | X1:NT ).

IV. MULTIPLE TARGETS

A. Target Birth and Death

For unknown and variable numbers of targets, additional
modelling is required to allow target birth and death. There
are two conceptually slightly different ways of handling this.
One is to define a fixed maximum number of targets, each of
which can be alive or dead at any point in time. This leads to
a fixed-dimensional state space, albeit one that might be large
(but mostly consisting of dead targets). The second approach
is to have a variable dimension state space, with target
births expanding the dimension of the space and target deaths
contracting it. In practice, these two models will behave very
similarly (unless the maximum target number is exceeded).
Here we present the system using the first formulation, since
its presentation is slightly simpler, but it is straightforward to
adapt this to a variable dimension state space formulation.

Associate with each target i an ‘alive’ indicator variable
ai,t ∈ {0, 1}. The transition density for each target (and hence
the joint state) should include this variable, which here is
modelled as an independent process, giving, for each target, a
transition density

p(ai,t+h, Xi,t+h,mi,t+h | ai,t, Xi,t,mi,t) =

p(ai,t+h | ai,t)p(Xi,t+h,mi,t+h | ai,t+h, ai,tXi,t,mi,t).

In order to model the effect of decreasing knowledge of target
state with increasing timestep h, a two-state continuous-time
Markov chain similar to that used for model transitions from
the road model in equation (4) can be used.

Similar to the model for mode transition, the approximation
is made that at most one alive/dead transition has occurred in
the period from t to t+h, so that if ai,t = ai,t+h, it is assumed
that no aliveness transition has taken place for target i in that
period. If ai,t+h = 0 (dead) then define

p(Xi,t+h,mi,t+h | ai,t+h = 0, ai,t, Xi,t,mi,t) =

δ{Xi,t+h=Xdead,mi,t+h=mdead},

which can be thought of as putting the target state and model
variables into a ‘dead’ state (Xdead and mdead) in which they
remain whilst dead. If ai,t = ai,t+h = 1 (alive), the model
and state transition density defined in Section II can be used
as p(Xi,t+h,mi,t+h | ai,t+h = ai,t = 1, Xi,t,mi,t).

The final case is when ai,t+h = 1 and ai,t = 0, indicating a
birth of target i between t and t+h. In this case, the transition
density is given by a prior on the state and model of target
births. The prior probability of each motion model can be
chosen as a parameter. For general motion, in the absence of
other prior information (e.g. that land-based targets cannot be
in the sea), the prior on target position can be described by, for
example, a wide, fairly uniform distribution, over positions in
the target domain. Other components of the target state such
as velocity can have any sensible prior (e.g. exponential on
the individual components). For road-constrained motion, a
uniform prior over all the roads in the target domain area can
be used; this requires calculating total road length, but can be
pre-computed for the domain.

B. Empirical Density for Birth Proposals

Target position priors are necessarily quite evenly spread
over the target domain, allowing targets to appear throughout,
and make poor proposal distributions for birth position of
targets. A good birth position proposal distribution is important
because the target domain might be very large, yet only births
proposed near the position of actual targets are likely to be
accepted and persist. Here, an empirical target density is used
for birth proposals, based on the current set of observations.
This uses the inverse of the sensor model to predict some
components of the target state of the target being born.

For a sensor of target position with additive noise the
observation Z = h(x) + ε, where x is the target position
and ε is a noise variable with some known distribution.
Then, if h is invertible, an estimate for target position x
is given by x = h−1(Z − ε). Since Z − ε is a random
variable with a known distribution and h−1 is some known,
but possibly nonlinear, function, the unscented transform [13]
can be used to estimate the mean and variance of h−1(Z− ε),
and thus of the estimate of x for a given observation Z. The
resulting “empirical density” can then be approximated with a
multivariate Gaussian with the same first two moments. For a
set of observations Z1:n,t, this gives a Gaussian mixture model



Figure 1. Example log empirical density in a 10km2 area around two ground
targets (black dots), using two sensor platforms (each with 3 bearings sensors)
in heavy clutter of approximately 10:1 clutter:true reading ratio. The two
sensor platforms are about 6km due west and 10km due north, respectively
of the targets, and are both at an altitude of 3km. Yellow +’s show positions
of sensor output traced to ground terrain.

which can be used as the empirical density p̂ (x | Z1:n,t) from
which the position of births can be proposed:

p̂ (x | Z1:n,t) =
n∑

i=1

N (x; μi, Σi) , (12)

where μi and Σi are the mean and covariance for h−1(Zi,t −
εi) obtained from the unscented transform. If any additional
information is available, such as detection strength, this can
be used to weight the components of this mixture.

For example, in the case of the airborne camera sensors
with additive Gaussian noise used in Section VI, the inverse
observation function h−1(Z) can be found for image points
Z by estimating the corresponding ground position. This is
done by tracing the ray defined by the sensor position and
image point from the sensor position to a heightmap of the
ground using a method such as that in [14]. Figure 1 shows
an example empirical density for a problem similar to that in
Section VI. Both targets fall in relatively compact areas of
high empirical density. The shape of the components in the
mixture reflects the position of the sensor platforms, with, for
example, components with their major axis in an east-west
direction originating from the western sensor platform. These
are more compact nearer the sensor, especially in the direction
corresponding to elevation angle.

By using the unscented transform, the empirical approxim-
ating distribution is able to capture features of the sensors and
environment without tuning. For example, the fact that sensors
suffer from more ambiguity in target position in certain parts
of their output range is correctly accounted for.

V. INFERENCE ALGORITHMS

The MCMC-Particles algorithm, introduced in [7; 8] is a
sequential MCMC method reported to produce good results

for joint state multi-target tracking problems [7; 8]. The state
at each observation time is represented as a set of equally
weighted samples, which are drawn using an MCMC sampling
scheme. The strength of this algorithm compared to other
MCMC-based sequential approximation algorithms such as
[15] is that at each observation time both the current state
and the state at the preceding observation time are sampled.
This avoids evaluating a costly sample-based approximation
of p(X̃tn+1 | Zt1:n) for each new sample of X̃tn+1 [7], where
X̃ represents the entire state (including mode and aliveness
for all targets), and the ith observation occurs at ti. At tn+1,
the joint distribution of X̃tn+1 and X̃tn is given by

p(X̃tn+1 , X̃tn | Zt1:n+1) ∝

p(Ztn+1 | X̃tn+1)p(X̃tn+1 | X̃tn)p(X̃tn | Zt1:n).(13)

To form a sequential MCMC algorithm, a sample-based ap-
proximation of the previous filtering distribution p(X̃tn

|
Zt1:n) is used, which allows a Metropolis-within-Gibbs
sampler to be defined for the joint state distribution in equation
(13). Since the targets are assumed to be independent, several
different types of draws can be made: joint draws, which
sample both X̃i,tn and X̃i,tn+1 for a given target i, and
‘refinement’ draws that only sample X̃i,tn or X̃i,tn+1 .

Joint draws can be performed by sampling X̃i,tn
from its

marginal in the sample-based approximation of p(X̃tn , X̃tn−1 |
Zt1:n) found at the previous observation time, given by the
X̃i,tn components of those samples, equally weighted. To
sample X̃i,tn+1 , a value can be drawn from an ‘extension’
proposal distribution qX(X̃i,tn+1 | X̃i,tn), conditioned on the
previously selected sample of X̃i,tn . The proposal can be
factorized into aliveness and state and model components as

qX̃(X̃i,tn+1 | X̃tn) =

qa(ai,tn+1 | ai,t)qmx(Xi,tn+1 ,mi,tn+1 | ai,tn+1).

A simple choice for the aliveness proposal distribution is the
transition density given in section IV, so that qa(ai,t+h |
ai,t) = p(ai,t+h | ai,t). For targets alive at both t and t+h, a
simple choice for the mode and state variables when mi,t = r
is to use the transition densities in equations (4) and (5),
respectively. When mi,t = g, the proposal in equation (8) can
be used. However, these proposals can also be approximately
adapted to the most recent observation (for example using
an extended or unscented Kalman filter to make proposals),
which will increase their acceptance probability and improve
mixing. If a target is born between t and t + h, a proposal
can be made using the empirical proposal from Section IV-B.
Joint proposals (X̃ ′

i,tn
, X̃ ′

i,tn+1
) are accepted with probability

min(1, αj), where

αj =
p(Ztn+1 | X̃ ′

tn+1
)p(X̃ ′

i,tn+1
| X̃ ′

i,tn
)qX(X̃(k)

i,tn+1
| X̃

(k)
i,tn

)

p(Ztn+1 | X̃
(k)
tn+1

)p(X̃(k)
i,tn+1

| X̃
(k)
i,tn

)qX(X̃ ′
i,tn+1

| X̃ ′
i,tn

)

where (X̃(k)
i,tn

, X̃
(k)
i,tn+1

) is the current state of the chain, and
X̃ ′

tn+1
is the current state of the chain for all targets except



target i, which is replaced with the proposal X̃ ′
i,tn+1

. Because
the targets are assumed independent, the transition densities for
individual targets can be used in calculating the acceptance
probability; for dependent targets, the full state transition
density across all targets would be required.

The ‘refinement’ proposal for X̃ ′
i,tn+1

can be defined in

terms of the current sample X̃
(k)
i,tn+1

, allowing local refinement
moves to be made. In order to do this a number of random-
walk proposals are defined (omitting the subscript tn+1) as:

1) road→road: X ′
i = X

(k)
i + εr; (mi = r, ai = 1)

2) road→general: X ′
i = G(X(k)

i ) + εg; (mi = g, ai = 1)
3) general→road: X ′

i = nrs(X(k)
i ) + εr; (mi = r, ai = 1)

4) general→general: X ′
i = X

(k)
i + εg; (mi = g, ai = 1)

5) alive→dead: ai = 0
6) dead→general: q([x′

i v′
i]

T ) ∼ [p̂ (x′
i | Z) qv(v′

i)]
T ; mi =

g, ai = 1,
7) dead→road: q([x′

i v′
i]

T ) ∼ [U(x′
i;R) qvr(v′

i)]
T ; mi =

r, ai = 1,

where εg is a noise variable with known distribution (e.g.
Gaussian) of appropriate dimension for the target state in
general coordinates, εr is a noise variable of appropriate
dimension for the target state in road coordinates, nrs(∙) is a
function that returns the nearest road state (including velocity)
to a given general state, p̂ (x′

i | Z) is the empirical density for
target position, U(x′

i;R) is a uniform distribution over road
positions, and qv and qvr are proposal densities for velocity
at birth in general and road coordinates, respectively. Each of
these proposals is a partial proposal, allowing some aspect of
the state to be updated, and together allowing the full space
of possible states for X̃i,tn+1 to be reached (irreducibility).
Together they can be used (with, e.g. random cycling) to define
an MCMC algorithm targeting the required distribution.

Upon making a refinement proposal, its acceptance probab-
ility can be calculated from equation (13) as min(1, αr) with

αr =
p(Ztn+1 | X̃ ′

tn+1
)p(X̃ ′

i,tn+1
| X̃

(k)
i,tn

)q(X̃(k)
i,tn+1

| X̃
(k)
i,tn+1

)

p(Ztn+1 | X̃
(k)
tn+1

)p(X̃(k)
i,tn+1

| X̃
(k)
i,tn

)q(X̃ ′
i,tn+1

| X̃
(k)
i,tn+1

)
.

For refinement steps, each proposal must have a ‘reverse’
proposal, which for the set of refinement proposals above are
as follows: 1 and 4 reverse themselves, 2 reverses 3, and 5
reverses both 6 and 7, depending on the model of the target.

A refinement step for the preceding state X̃i,tn , can be
formed by proposing a new ancestor X̃ ′

i,tn
from the corres-

ponding marginal of p̂(X̃tn
, X̃tn−1 | Zt1:n) found at the previ-

ous observation time. For independent targets, the acceptance
probability for ancestor refinement is given by min(1, αa) with

αa =
p(X̃(k)

i,tn+1
| X̃ ′

i,tn
)

p(X̃(k)
i,tn+1

| X̃
(k)
i,tn

)
.

To generate a selection of evenly weighted samples ap-
proximating p(X̃tn+1 , X̃tn | Zt1:n+1), the MCMC chain thus
defined is run for a number of steps, cycling over all targets
and proposal types. Initial samples should be discarded (burn-
in) to allow the chain to reach its stationary distribution. To

Figure 2. Test scenario used for the results in Section VI. Each coloured
line represents a target (four in total), with events marked showing time
of occurrence. Circles indicate births, hexagons show targets entering roads,
diamonds show targets leaving roads and rectangles show deaths. Black circles
show sensor platforms facing the direction indicated.

reduce the autocorrelation of successive samples, only every
nth post-burn-in sample is retained (thinning).

VI. RESULTS

A. Test Scenario

The algorithm is demonstrated on the scenario show in
Figure 2. The targets used are generated from GPS tracks of
a road-bound target crossing the Isle of Arran, obtained from
the track library at OpenStreetMap.org, with speed varied for
each target. Off-road portions of the track have been created
by removing roads other than the B880 from the map.

Sensor data is simulated from two airborne sensor platforms
located as shown in Figure 2 at a height of 3000m. Each
platform is equipped with forward and side-facing cameras,
giving elevation and azimuthal angle readings, and a forward-
facing radar sensor giving azimuthal angle, range and relative
velocity readings. Sensor errors take several forms: uniform
clutter (false readings) over sensor output space, missed de-
tections, and errors in true detections. True detections are
subject to Gaussian noise (standard deviation 0.2◦) for angular
measurements, corresponding to a ground error with standard
deviation of about 50m in the azimuthal direction and about
180m in the elevation direction. For the radar sensor, standard
deviations of 0.1◦ for azimuth, 100m for range and 30ms−1

for relative velocity are used. Observations occur every 10s.

B. Metrics

Measuring multi-target tracking error is tricky, especially
when the number of targets is variable, because each of the
filter’s proposed targets is not associated with a particular true
target. This means that a simple error measurement between
true and estimated state such as RMS error cannot be applied
directly. Here, we use measures of precision and recall where,

• Precision refers to the proportion of detections that are
useful. This is measured by determining the proportion
of false positive detections as the proportion of samples
with estimated targets that fall more than 100m distance
away from any true target and subtracting this from 1.



(a) Light clutter (μc = 0.5) (b) Heavy clutter (μc = 3)

Figure 3. Tracking results using MCMC-Particles. Uppermost panel shows false detections (1−precision). Second panel shows target detection for each
target, with blue portion of bar indicating the proportion of samples with detections within 100m of each target. Third panel shows road status, with dark
grey indicating proportion of detections within 100m of each target that are on-road. Fourth panel shows histogram of number of detected targets at each time
(red bars) and true number of targets (blue line).

• Recall is the proportion of true targets that are detected,
measured by determining the proportion of samples with
estimated targets within 100m of each true target.

Though distance alone does not encapsulate the full range of
errors that the tracking algorithm can make (e.g. poor velocity
estimates will not be apparent), it offers a simple and intuitive
way of judging tracking quality, at least in the first instance.

C. Tracking Results

Tracking results are shown in Figures 3(a) to 4. Figures
3(a) and 3(b) shows results from tracking using the MCMC-
Particles algorithm in light clutter (μc = 0.5 for all sensors)
and heavy clutter (μc = 3), respectively. The algorithm was
run with a sample size of 100 samples. This was collected
by running a random cycle over refinement steps, with 10
refinement steps (both ancestor and current state) per joint
step, a burn-in period of 500 joint samples and thinning of
4:1 (i.e. using every 5th sample after the 500th sample).

Figure 3(a) shows generally good tracking results aside
from initially slow detection of target 1, and detection of
spurious targets between about t = 380 and t = 480.
Detection of on-/off-road status is almost always correct. As
expected, performance is degraded by the presence of heavy
clutter (Figure 3(b)), with more spurious detections and a
slight increase in missed target detections. The benefit road
information is shown by target 1, which, before entering a
road at t = 150 it is mostly missed, but afterwards is detected.

Figure 4 shows tracking results using a Resample-Move
particle filter [16], in light clutter (μc = 0.5). This is a
standard particle filter using the same state extension proposal
as in the joint step of the MCMC-Particles algorithm, followed
by resampling and, for each particle, a series of MCMC
refinement steps for the current state X̃t. Refinement steps are
identical to current-state refinement in MCMC-Particles. With
Resample-Move, computation for each particle is independent,
so is easy to parallelize. The number of particles used was 150
and the number of refinement MCMC steps for each particle
was 150, requiring approximately equal computational time as
the MCMC-Particles filter. The results are substantially worse
than comparable results using MCMC-Particles (Figure 3(a)),
with higher rates of false detection and lower detection of the
the true targets. This is probably because although, overall,
more MCMC refinement steps are used (around 22500 per
frame, versus 10000 for MCMC-Particles), these take the form
of many short chains, giving individual chains less opportunity
to reach positions of high posterior probability.

Runtime for all algorithms is 20s-1m per frame, depending
on clutter, using un-optimized Matlab code on a desktop PC
(Intel i7, 3.4GHz).

VII. CONCLUSIONS

A fully Bayesian, continuous time framework for targets
exhibiting mixed on- and off-road motion has been proposed,
which allows an unknown number of simultaneous targets



Figure 4. Tracking results using Resample-Move particle filter in light clutter
(μc = 0.5)

to be tracked jointly in clutter. The framework could be
straightforwardly extended to incorporate further motion mod-
els, allowing target classification based on motion type. An
effective method for proposing target birth positions based on
a simple approximation was introduced in Section IV-B.

Inference was performed using the MCMC-Particles al-
gorithm [7], which was found to out-perform a Resample-
Move particle filter [16] using comparable computation. Both
algorithms are computationally demanding to obtain good
performance, and reducing these demands or improving par-
allelization is an area for future research.
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